RIS

REmysql

#im21
sudo apt-get update
#m 42

sudo apt-get install mysql-server

# WA e E s (i)
sudo mysql_secure_installation

# SRR IR AR [ (ATt )

HRTTFIR T PO —F, PR eI . RIYIEA LT My SQUR AN BEIT I FE B S 1) . BESEBL e
SERE, SRV UG — MRS — S0 P T IR Sk . AT root FH PE R B S A IR KX . 4>
Sy BT PE R A T REA SR & drop .

#H%, B/ etc/mysql/my.cnf3Xff. Hbind-address = 127.0.0. LiX 4V ike, MRkl e
Qe e 0 ) D i 1= 0 0 3 L v 2 I A PR i b= o % NCT K DI

#R0G, B AP EAUEMEET TR S S, PUT FEM AR .

grant all PRIVILEGES on *.* to userl@'%'identified by '123456"' WITH GRANT
OPTION;

FLUSH PRIVILEGES;

service mysql restart.

E#EEHive

STILL ON 37iik#l /home/anxin/apache-hive-3.1.2-bin

./schematool -initSchema -dbType mysql

# IEFRMIAGAL R, BOAAPIERSE ambariffhive
source /etc/profile

hive --service metastore

Hive&fitiR{(E

2% https://www.cnblogs.com/wangrd/p/6275162.html

--Ht & EHDFSII [/user/hive/warehouse/] W4 i— MtabTletest. db 3 1435,
CREATE DATABASE tableset;

-— U
USE tableset;

-- fIER
CREATE [EXTERNAL] TABLE [IF NOT EXISTS] table_name
[(col_name data_type [COMMENT col_comment], ...)]

[COMMENT table_comment]
[PARTITIONED BY (col_name data_type [COMMENT col_comment], ...)]


af://n191
af://n199
https://www.cnblogs.com/wangrd/p/6275162.html

[CLUSTERED BY (col_name, col_name, ...)

[SORTED BY (col_name [ASC|DESC], ...)] INTO num_buckets BUCKETS]
[ROW FORMAT row_format]

[STORED AS file_format]

[LOCATION hdfs_path]

CREATE TABLE t_order (
id 1int,
name string

)
ROW FORMAT DELIMITED FIELDS TERMINATED BY '\t' -- {EEFENMET
STORED AS TEXTFILE; -- 55407 mksal

-- BERGM
DESC t_order;

-- SR
load data Tocal inpath '/home/anxin/data/data.txt' [OVERWRITE] into table
t_order;

-— EXTERNALF
-— BUEANER, ASHHESC B AR AT
-— MHIBRAMARA 2 BRI SO A
CREATE EXTERNAL TABLE ex_order (
id int,
name string
) ROW FORMAT DELIMITED FIELDS TERMINATED BY ','
STORED AS TEXTFILE
LOCATION '/external/hive';

-=7rIX

CREATE TABLE t_order(id int,name string) partitioned by (part_flag string)
row format delimited fields terminated by '\t';

load data local inpath '/home/hadoop/ip.txt' overwrite into table t_order
partition(part_flag="partl'); -- #d& f&2partl FHE T

-- BEhAE

SHOW TABLES;

SHOW TABLES 'TMP';

SHOW PARTITIONS TMP_TABLE;-- & %A ML/ [X
DESCRIBE TMP_TABLE; -- i #45H)

-- R

create table stu_buck(Sno int,Sname string,Sex string,Sage int,Sdept string)
clustered by(Sno)

sorted by(Sno DESC)

into 4 buckets

row format delimited

fields terminated by ',';

-- jfiidinsert into ...select...i##fTHdEMEA

set hive.enforce.bucketing = true;

set mapreduce.job.reduces=4;

insert overwrite table stu_buck

select * from student cluster by(sno); --Z{T distribute by(Sno) sort by(Sno
asc);

-- MR
DROP TABLE tablename;



- i

CREATE TABLE tmp_table
AS

SELECT 1id,name

FROM t_order

SORT BY new_1id;

-- UDF H /e ik
-- BJZUDFIREL, fIEjarBIfEy, JEM AL
CREATE TEMPORARY function tolowercase as 'cn.demo.Namespace';

select id,tolowercase(name) from t_order;

HadoopEitiR{E

Kl R&iEEEIIHadoop CatalogSLHlliceBerg#iETFik:

# -skipTrash BEHMERA R F ok

hdfs dfs -rm -skipTrash /path/to/file/you/want/to/remove/permanently
# A Trashd &

hdfs dfs -expunge

#E RIS BILR B S IET BT A Bl
hdfs dfs -rm -r -skipTrash /user/hadoop/*

## hadoop JHBhEER:

chown -R hdfs:hdfs /hadoop/hdfs/namenode

# DataNode/s#li’kM: "REZ Kk formatFi. &ikidata-nodefficTusteridfiinamenode [—%L
/hadoop/hdfs/data/current/VERSION

/hadoop/hdfs/namenode/current/VERSION

# &EDataNode/BzhH &
root@node38:/var/log/hadoop/hdfs# tail -n 1000 hadoop-hdfs-datanode-node38.T1og

BEEIRERIHadoopEEET:
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Hadoop Overview Datanodes Datanode Volume Failures Snapshot Startup Progress Utilities ~

Datanode Information

+ Inservice @ Down @ Decommissioned O Decommissioned & dead ./ In Maintenance & dead

Datanode usage histogram

0 10 20 30 4‘0 E‘D BIG 70 80 90 100
Disk usaae of each DataNode (%)
In operation
Shew 25 «~ entries Search:
) Block
Last Last Block pool
Node Http Address contact Report Capacity Blocks used Version
+ node37:50010 http:/fnode37:50075 2 m 197.22 GB — 0 24 KB (0%) 2.1.1.3.1.40-315
(10.8.30.37:50010)
+ node38:50010 http://node38:50075 1s 2m 216.9 GB - 0 24 KB (0%) 2.1.1.3.1.40-315
(10.8.30.38:50010)
+ test-n1:50010 http://test-n1:50075 1s 1m 887.22 GB 0 24KB(0%)  3.1.1.3.1.4.0-315
(10.8.30.152:50010)
Showing 1 to 3 of 3 entries Previous Next

Flink SQLifEzt M KafkaZlHive

https://www.cnblogs.com/Springmoon-venn/p/13726089.html

EEHkafkafdsql:

tableEnv.getConfig.setSqlbialect(SqiDialect.DEFAULT)

create table myhive.testhive.iotakafkatable(
‘userId’ STRING,

“dimensionId  STRING,

"dimCapId’ STRING,

"scheduleId™ STRING,

“jobId  STRING,

"jobRepeatId’ STRING,

"thingId™ STRING ,

“deviceId™ STRING,

“taskId W STRING,

“triggerTime  STRING,
“finishTime ™ STRING,
“seq’ STRING,

“result’ STRING,

“data’ STRING
dwith
('connector' = 'kafka',
"topic'="1iceberg',
'properties.bootstrap.servers' = '10.8.30.37:6667",
'properties.group.id' = 'iceberg-demo' ,
'scan.startup.mode' = 'latest-offset',
'format' = 'json',
'json.ignore-parse-errors'="true')


af://n203
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BlliEhived:

tableEnv.getConfig.setSqlDialect(Sqlbialect.HIVE)

CREATE TABLE myhive.testhive.iotatable2(
‘userId’ STRING,
“dimensionId” STRING,
“dimCapId” STRING,
"scheduleId ™ STRING,
"jobId™ STRING,
"jobRepeatId” STRING,
“thingId® STRING ,
"deviceId’ STRING,
“taskId® STRING,
“triggerTime  TIMESTAMP,
"seq  STRING,
“result’ STRING,
“data’ STRING
)
PARTITIONED BY ( finishTime STRING) -- ZrIXIFFEL, 1% BEAATHCSE it A4 P 2%
STORED AS PARQUET
TBLPROPERTIES (

"sink.partition-commit.policy.kind' = 'metastore,success-file',
'partition.time-extractor.timestamp-pattern' = '$finishTime’
)
IceBerg
BB
bF iR

o HUEHATEhELENERY

8% Flink+lceBerg+XISZ0E, MEEEUEMTTE
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“ Apache Flink

TRER Metadata: 3X#& Schema, Partition, Partition spec, Manifest List #8132, ZEIRIRSE,
Manifest List: Manifest File [&12N&HE Partition, FUESEFIHER.
Manifest File: Data File i&1Z2 R HE7 %R TOR.

Data File: SCfRFRASEGE, LA Parque, ORC, Avro Zt&{4HR,
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. d Apache Flink

catalogRlcebergltFHITEE (create. drop. renamefk) H9—NH(, BfilcebergFEsriF
HiveCatalogflHadoopCatalogpg#t,

HiveCatalogi@idmetastore#iEE (—RZMySQL) RMHACID, HadoopCatalogEF RMBitHIF0
HDFS renameR9RFIERIEE N IRIZHIACID,

FlinksezS14

Iceberg’s Flink integration is compatible with Flink using the modules in the following table:

Iceberg

. Flink 1.11.x Flink 1.12.x Flink 1.13.x Flink 1.14.x
version
master iceberg-flink- iceberg-flink- iceberg-flink-
branch runtime-1.12 runtime-1.13 runtime-1.14
0.12x iceberg-flink-runtime
iceberg-flink-
0.11.x ,
runtime
010 |cebferg—f||r1k—
runtime
EAlceBerg

o |ceBergEM https://iceberg.apache.org/#flink/

o EMERF https://www.cnblogs.com/swordfall/p/14548574.html

o HEFHiveCataloghJalt (REANHive) https://issueexplorer.com/issue/apache/iceberg/3092
e Flink + Iceberg; How to Construct a Whole-scenario Real-time Data Warehouse

o HEthETAART https://miaowenting.site/2021/01/20/Apache-Iceberg/
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https://miaowenting.site/2021/01/20/Apache-Iceberg/

1.{ffHadoopCatalog
https://cloud.tencent.com/developer/article/1807008

ES AR

svn: http://svn.anxinyun.cn/lota/branches/fs-iot/code/flink-iceberg/flink-iceberg/src/main/scala/co
m/fs/IceBergDealHadoopApplication.scala

2. {HfHiveCatalog
B ?7? Hiverp e LAEIAEIEUE, EFlinkSQLAEIRAZIEHE
REAIDER:

env.enablecheckpointing(5000)
// fl#IceBerg CatalogfiDatabase
val createIcebergCatalogsql =
"""CREATE CATALOG iceberg WITH(
| "type'='iceberg',
| '"catalog-type'="hive',
| "hive-conf-dir'="E:\Iota\branches\fs-iot\code\flink-
iceberg\flink-iceberg'
1D

""" stripMargin

// BIERIGHER iota_raw
val createIotaRawsql =
"""CREATE TABLE iceberg.iceberg_dba.iota_raw (
‘userId’ STRING,
“dimensionId’ STRING,
“dimCapId’ STRING,
"scheduleId”™ STRING,
"jobId® STRING,
"jobRepeatId ™ STRING,
“thingId™ STRING ,
"deviceId’ STRING,
“taskId® STRING,
“triggerTime  TIMESTAMP,
“day’ STRING,
"seq  STRING,
“result’ STRING,
“data’ STRING
|) PARTITIONED BY ( thingId , day’)
[WITH (
| 'engine.hive.enabled' = 'true',
| "table.exec.sink.not-null-enforcer'="'ERROR'
D]

""" ostripMargin

val kafka_iota_sql =
"""create table myhive.testhive.iotakafkatable(
| "userid’ STRING,
| "dimensionId”™ STRING,


af://n259
https://cloud.tencent.com/developer/article/1807008
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| "dimCapId”™ STRING,

| "scheduleId  STRING,
| "jobId ™ STRING,

| "jobRepeatId™ STRING,
| "thingId® STRING ,

| "deviceId  STRING,

| “taskId ™ STRING,

| "triggerTime  STRING,
| “finishTime  STRING,
| "'seq” STRING,

| "result” STRING,

| “data’ STRING

[Dwith

| ("connector' = 'kafka',

| "topic'="1iceberg',

| "properties.bootstrap.servers' = '10.8.30.37:6667",
| "properties.group.id' = 'iceberg-demo' ,

| "'scan.startup.mode' = 'latest-offset',

| 'format' = 'json',

| 'json.ignore-parse-errors'="true'

1

.stripMargin

// FEMEE F#C Transform
tenv.createTemporarySystemFunction("dcFunction",
classof[DateCgFunction])
tenv.createTemporarySystemFunction("tcFunction",
classof[TimeStampFunction])
val insertsql =
|insert into iceberg.iceberg_dba.iota_raw
| select userId,
dimensionid,dimCapid,scheduleld, jobId, jobRepeatid,thingIld,deviceId,taskId,
| tcFunction(triggerTime),
| DATE_FORMAT (dcFunction(triggerTime), 'yyyy-mm-dd'),
|seq, result ,data
| from myhive.testhive.iotakafkatable
""" ostripMargin

1. f#FAHiveCatalogi=t,, W/RISRE 'engine.hive.enabled' = 'true'
2. 'table.exec.sink.not-null-enforcer'='"ERROR' TEIF=FEIR N ERTHIRL IR E
3. BRE M BREISEI

class TimeStampFunction extends ScalarFunction {
def eval(@ataTypeHint(inputGroup = InputGroup.UNKNOWN) o: String):
Timestamp = {
val v = DateParser.parse(o)
if (v.isEmpty) {
null
} else {
new Timestamp(v.get.getMillis)



4. PARTITIONED BY ( thingId, day ) {R#EthingidfIBHEAD X, SAERERMN: http://10.8.30.3
7:50070/explorer.html#/user/hive/warehouse/iceberg_dba.db/iota raw/data/thingld=b
6cfc716-3766-4949-88bc-71cb0dbf31ee/day=2022-01-20

5. FEB I http://svn.anxinyun.cn/lota/branches/fs-iot/code/flink-iceberg/flink-iceberg/
src/main/scala/com/fs/DataDealApplication.scala

BEEERENREY

show create table ijota_raw;

CREATE EXTERNAL TABLE “jota_raw (
‘userid’ string COMMENT 'from deserializer',
"dimensionid’ string COMMENT 'from deserializer',
“dimcapid”™ string COMMENT 'from deserializer',
"scheduleid” string COMMENT 'from deserializer',
"jobid™ string COMMENT 'from deserializer',
"jobrepeatid’ string COMMENT 'from deserializer',
“thingid™ string COMMENT 'from deserializer',
"deviceid’ string COMMENT 'from deserializer',
“taskid® string COMMENT 'from deserializer',
“triggertime’ timestamp COMMENT 'from deserializer',
‘day” string COMMENT 'from deserializer',
"seq  string COMMENT 'from deserializer',
“result’ string COMMENT 'from deserializer',
"data’ string COMMENT 'from deserializer')

ROW FORMAT SERDE
'org.apache.iceberg.mr.hive.HiveIcebergSerbe'

STORED BY
'org.apache.iceberg.mr.hive.HiveIcebergStorageHandler'

LOCATION
"hdfs://node37:8020/user/hive/warehouse/iceberg_dba.db/iota_raw'
TBLPROPERTIES (
'engine.hive.enabled'="true',
'metadata_location'="hdfs://node37:8020/user/hive/warehouse/iceberg_dba.db/iot
a_raw/metadata/00010-547022ad-c615-4e2e-854e-8f85592db7b6.metadata.json’,
'previous_metadata_location'="hdfs://node37:8020/user/hive/warehouse/iceberg_d
ba.db/iota_raw/metadata/00009-abfb6afl-13dd-439a-88f5-
9ch822d6c0e4.metadata.json',
'table_type'="ICEBERG',
'transient_TlastDd1Time'='1642579682")

EHiverhEE IR

hive> add jar /tmp/iceberg-hive-runtime-0.12.1.jar;
hive> select * from iota_raw;


http://10.8.30.37:50070/explorer.html#/user/hive/warehouse/iceberg_dba.db/iota_raw/data/thingId=b6cfc716-3766-4949-88bc-71cb0dbf31ee/day=2022-01-20
http://svn.anxinyun.cn/Iota/branches/fs-iot/code/flink-iceberg/flink-iceberg/src/main/scala/com/fs/DataDealApplication.scala

ISR

1. HiveTableOperations$WaitingForLockException

-- HiveMetaStore"H f{IHIVE_LOCKSZ 44T T X BB i s il bk

select
h1_Tock_ext_id,h1_table,h1_lock_state,h1_lock_type,h1_last_heartbeat,hl_bloc
kedby_ext_id from HIVE_LOCKS;

delete from HIVE_LOCKS;

&HifjlceBerg
BEliFlink SQL Client
flink BEZ&master localhost:8081 ,EZ&Eworkers Tocalhost.

EeEflink.conf (B]1E)

# The number of task slots that each TaskManager offers. Each slot runs one
parallel pipeline.

taskmanager.numberofTaskSlots: 4
# The parallelism used for programs that did not specify and other parallelism.

parallelism.default: 1

Bt & sql-client-defaults.yaml (B]i%)

execution:
# select the implementation responsible for planning table programs
# possible values are 'blink' (used by default) or 'old'
planner: blink
# 'batch' or 'streaming' execution
type: streaming
# allow 'event-time' or only 'processing-time' in sources
time-characteristic: event-time
# interval in ms for emitting periodic watermarks
periodic-watermarks-interval: 200
# 'changelog', 'table' or 'tableau' presentation of results
result-mode: table
# maximum number of maintained rows in 'table' presentation of results
max-table-result-rows: 1000000
# parallelism of the program
# parallelism: 1
# maximum parallelism
max-parallelism: 128
# minimum idle state retention in ms
min-idle-state-retention: 0
# maximum idle state retention in ms


af://n288
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max-idle-state-retention: 0
# current catalog ('default_catalog' by default)
current-catalog: default_catalog
# current database of the current catalog (default database of the catalog by
default)
current-database: default_database
# controls how table programs are restarted in case of a failures
# restart-strategy:
# strategy type
# possible values are "fixed-delay", "failure-rate", "none", or "fallback"
(default)
# type: fallback

Bahflink&EE%

./bin/start-cluster.sh

EJFlink Ul http://node37:8081

[Bzfsql-client
export HADOOP_CLASSPATH= hadoop classpath’

./bin/sql-client.sh embedded \

-j /home/anxin/iceberg/iceberg-flink-runtime-0.12.0.jar \

-j /home/anxin/iceberg/f1ink-sql-connector-hive-2.3.6_2.11-1.11.0.jar \

-j /home/anxin/f1ink-1.11.4/1ib/f1ink-sql-connector-kafka-0.11_2.11-1.11.4.jar \
shell

SifiEaEt

CREATE CATALOG iceberg WITH(
'type'="1iceberg',
'catalog-type'="hadoop',
'warehouse'="hdfs://node37:8020/user/hadoop"',
'property-version'="1"

)3

use catalog iceberg;

use iceberg_db; -- EPEEE

- Ak X 35

SET; -- BELHE

SET sql-client.execution.result-mode = table; -- changelog/tableau

SET sql-client.verbose=true; -- FTEISHHEM

SET sql-client.execution.max-table-result.rows=1000000; -- 7&&kH TLEERIITEL
SET table.planner = blink; -- planner: either blink (default) or old

SET execution.runtime-mode = streaming; -- execution mode either batch or
streaming

SET sql-client.execution.result-mode = table; -- available values: table,
changelog and tableau

SET parallelism.default = 1; -- optional: Flinks parallelism (1 by default)
SET pipeline.auto-watermark-interval = 200; --optional: interval for periodic

watermarks


http://node37:8081/
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SET pipeline.max-parallelism = 10; -- optional: Flink's maximum parallelism
SET table.exec.state.tt]l = 1000; -- optional: table program's idle state time
SET restart-strategy = fixed-delay;

SET table.optimizer.join-reorder-enabled = true;
SET table.exec.spill-compression.enabled = true;
SET table.exec.spill-compression.block-size = 128kb;

SET execution.savepoint.path = tmp/flink-savepoints/savepoint-cca7bc-
bble257f0dab; -- restore from the specific savepoint path
-- AT —4sQLiES
BEGIN STATEMENT SET;
-— one or more INSERT INTO statements
{ INSERT INTO|OVERWRITE <select_statement>; }+
END;

SQL Query Result (Table)

b E=1sEEY

EFIinkSQLIVTSETIEBHITER, SERa:

FrLAZEEFEHITSQL ClientZ Bl B—Les5]
&8 conf/sql-client-defaults.yam]l

execution.type=batch

catalogs:
# A typical catalog definition looks Tike:
- name: myhive
type: hive
hive-conf-dir: /home/anxin/apache-hive-3.1.2-bin/conf
# default-database:
- name: hadoop_catalog
type: iceberg
warehouse: hdfs://node37:8020/user/hadoop
catalog-type: hadoop

HH

ModuTes
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# Define modules here.

#modules: # note the following modules will be of the order they are specified
# - name: core
# type: core

# Execution properties
#

# Properties that change the fundamental execution behavior of a table program.

execution:
# select the implementation responsible for planning table programs
# possible values are 'blink' (used by default) or 'old'
planner: blink
# 'batch' or 'streaming' execution
type: batch
# allow 'event-time' or only 'processing-time' in sources
time-characteristic: event-time
# interval in ms for emitting periodic watermarks
periodic-watermarks-interval: 200
# 'changelog', 'table' or 'tableau' presentation of results
result-mode: table
# maximum number of maintained rows in 'table' presentation of results
max-table-result-rows: 1000000
# parallelism of the program
# parallelism: 1
# maximum parallelism
max-parallelism: 128
# minimum idle state retention in ms
min-idle-state-retention: 0
# maximum idle state retention in ms
max-idle-state-retention: 0
# current catalog ('default_catalog' by default)
current-catalog: default_catalog
# current database of the current catalog (default database of the catalog by
default)
current-database: default_database
# controls how table programs are restarted in case of a failures
# restart-strategy:
# strategy type
# possible values are "fixed-delay", "failure-rate", "none", or "fallback"
(default)
# type: fallback

# Configuration options

#

# Configuration options for adjusting and tuning table programs.
# A full Tist of options and their default values can be found
# on the dedicated "Configuration" web page.

# A configuration can Took Tike:
configuration:
table.exec.spill-compression.enabled: true



table.exec.spill-compression.block-size: 128kb
table.optimizer.join-reorder-enabled: true

#  execution.checkpointing.interval: 10s
table.dynamic-tabTle-options.enabled: true

iz RN

&% conf/sql-client-defaults.yaml
execution.type=streaming
execution.checkpointing.interval: 10s

table.dynamic-table-options.enabled: true // FfEz175% (Dynamic Table) 1%EI0

-- Submit the flink job in streaming mode for current session.
SET execution.type = streaming ;

-- Enable this switch because streaming read sQL will provide few job options in
flink sQL hint options.
SET table.dynamic-table-options.enabled=true;

-- Read all the records from the iceberg current snapshot, and then read
incremental data starting from that snapshot.

SELECT * FROM jota_raw /*+ OPTIONS('streaming'='true', 'monitor-
interval'='10s"')*/ ;

-- Read all incremental data starting from the snapshot-id '3821550127947089987'
(records from this snapshot will be excluded).
SELECT * FROM ijota_raw /*+ OPTIONS('streaming'='true', 'monitor-interval'='10s"',
'start-snapshot-id'="3821550127947089987"')*/ ;

BidsrEfHiveRES

-- HIVE SHELL
add jar /tmp/iceberg-hive-runtime-0.12.1.jar;

use iceberg_dba;

SET engine.hive.enabled=true;
SET 1iceberg.engine.hive.enabled=true;
SET iceberg.mr.catalog=hive;

CREATE EXTERNAL TABLE iceberg_dba.iota_rawe(

‘userId’ STRING,

"dimensionId’ STRING,

“dimCapId’ STRING,

“scheduleId ™ STRING,

"jobId” STRING,

"jobRepeatId”® STRING,

"thingId™ STRING ,

“deviceId  STRING,


af://n322
https://nightlies.apache.org/flink/flink-docs-release-1.13/zh/docs/dev/table/sql/queries/hints/
af://n330

“taskId® STRING,
“triggerTime  TIMESTAMP,
“day’ STRING,
"seq’ STRING,
“result’ STRING,

“data’ STRING

STORED BY 'org.apache.iceberg.mr.hive.HiveIcebergStorageHandler'
LOCATION '/user/hadoop/iceberg_db/iota_raw'
TBLPROPERTIES (

'iceberg.mr.catalog'="hadoop',

'iceberg.mr.catalog.hadoop.warehouse.location'="hdfs://node37:8020/user/hadoop/i
ceberg_db/iota_raw'

E

RN STHHRI=FE

https://zhuanlan.zhihu.com/p/349420627

1. IcebergZ&x=ig & write.distribution-mode=hash

CREATE TABLE sample (
id BIGINT,
data STRING

) PARTITIONED BY (data) WITH (
'write.distribution-mode'="hash'

DE

2. FEHAYS Apache Iceberg #1147 Major Compaction £&F Apache iceberg R/ NHE, XA
RN BRTZ— Flink B9#ttIELL, 124 Java API BOGTRIRRREL, (FRZRHETLISERY8].

3. BN Flink Sink FAELZ /S, IMEEFRRSLIVINERNBmEFH. XANIIEEERIER merge
FHRIRA, BFHRE format v2 B compaction BI—LEHE, FRATEHE 0.12.0 RAHAIZ
IhEE,

Iceberg provides API to rewrite small files into large files by submitting flink batch job.
The behavior of this flink action is the same as the spark's rewriteDataFiles.

import org.apache.iceberg.flink.actions.Actions;

TableLoader tableLoader =
TableLoader.fromHadoopTable("hdfs://nn:8020/warehouse/path");
Table table = tableLoader.loadTable();
RewriteDataFilesActionResult result = Actions.forTable(table)
.rewritebDataFiles()
.execute();

For more doc about options of the rewrite files action, please see RewriteDataFilesAction



af://n334
https://zhuanlan.zhihu.com/p/349420627
https://iceberg.apache.org/#javadoc/0.12.1/org/apache/iceberg/flink/actions/RewriteDataFilesAction.html

HEHE" Flinki2{EHUDI

MEUIEEN

4.

T

CREATE TABLE t1(
uuid VARCHAR(20),
name VARCHAR(10),
age INT,
ts TIMESTAMP(3),
“partition’ VARCHAR(20)

)
PARTITIONED BY ( partition’)
WITH (
'connector' = 'hudi',
'path' = 'oss://vvr-daily/hudi/tl",
'table.type' = '"MERGE_ON_READ',
'read.streaming.enabled' = 'true', -- this option enable the streaming read
'read.streaming.start-commit' = '20210316134557' -- specifies the start commit
instant time
'read.streaming.check-interval' = '4' -- specifies the check interval for
finding new source commits, default 60s.

DE

-- Then query the table in stream mode
select * from t1;

REEICH:

1. java.lang.ClassNotFoundException: org.apache.hadoop.conf.Configurable

2. ¥147 Flink SQL %58 [ERROR] Could not execute SQL statement. Reason:
java.net.ConnectException: Connection refused

Bahflink&EE%:

./bin/start-cluster.sh

3. Hi4FbatchEifART:

val bsSetting =
EnvironmentSettings.newInstance().useBlinkPlanner() .inBatchMode() .build()
val tenv = TableEnvironment.create(bsSetting)

Error: (22, 43) static methods in interface require -target:jvm-1.8
val tenv = TableEnvironment.create(bsSetting)

KRR PrsEFEHEStreamTableEnvironment


https://hudi.apache.org/docs/0.8.0/flink-quick-start-guide/
af://n350
af://n354

4. MiniCluster is not yet running or has already been shut down

AEEFEX B AIEARENFIinkiEF. FEERRESRIMER

?7?
5. flink SQL F2FH{THREE Job client must be a CoordinationRequestGateway. This is a bug

B mSITIRAHT:

./bin/flink run -c com.fs.officialRewriteData -p 1 ./flink-iceberg-1.0-
SNAPSHOT-shaded.jar --host localhost --port 8081

6. {E554232RF, Unable to instantiate java compiler
Unable to instantiate java compiler: calcitefkiipis

2% . https://blog.csdn.net/weixin 44056920/article/details/118110262

7. Flinkigt&0O0M
HUKFlinkRF

jobmanager.memory.process.size: 2600m
taskmanager.memory.jvm-metaspace.size: 1000m
jobmanager.memory.jvm-metaspace.size: 1000m

8. M _EAYEIRE /G

IceBerg+Kafka+FlinkSQL https://blog.csdn.net/qq_33476283/article/details/119138610

REEAR{ESCEE
e

o FRIREMMISHE (Hadoop£EEs)

o ALFHIEHNS NI (BABNAFEIESHXIE, HSALR)

o IREFHIEHNEMRS (IEEUEEFTER. HREEE. ASoRInERINTIR)
o EEURBFT AR

AR ES R -

R (RIFRERIEE

FRX: BRI

TR HIERZFHRELSTENE, —RIZAF. B, TS, REEIBETmX
BURKX.

(S EUEREEE T Schema On Write, #iE# (HadoopZ) 2£Schema On Read.

Michael Hausenblas:

IR — R SR SEUERXER. EEARBRES INSIERENBEIRSZIE, XS HIESE
_.”’/Lriﬁ—/ \EP/ 134


https://blog.csdn.net/weixin_44056920/article/details/118110262
https://blog.csdn.net/qq_33476283/article/details/119138610
af://n369

o #{E1Ffi% HDFS HBase Cassandra Kafka
o 4QMEF|ZE Spark Flink Beam
e ZZH Zeppelin/Spark noteboook,Tableau/Datameer

e

1. hive-site.xml

<?xml version="1.0" encoding="UTF-8" standalone="no"?><?xml-stylesheet
type="text/xs1" href="configuration.xs1"?>
<configuration>
<property>
<name>javax.jdo.option.ConnectionUserName</name>
<value>root</value>
</property>
<property>
<name>javax.jdo.option.ConnectionPassword</name>
<value>123456</value>
</property>
<property>
<name>javax.jdo.option.ConnectionURL</name>
<value>jdbc:mysql://10.8.30.37:3306/metastore_db?
createDatabaseIfNotExist=true</value>
</property>
<property>
<name>javax.jdo.option.ConnectionDriverName</name>
<value>com.mysql.jdbc.Driver</value>
</property>
<property>
<name>hive.metastore.schema.verification</name>
<value>false</value>
</property>
<property>
<name>hive.cli.print.current.db</name>
<value>true</value>
</property>
<property>
<name>hive.cli.print.header</name>
<value>true</value>
</property>

<property>
<name>hive.metastore.warehouse.dir</name>
<value>/user/hive/warehouse</value>
</property>

<property>
<name>hive.metastore.local</name>
<value>false</value>

</property>

<property>
<name>hive.metastore.uris</name>
<value>thrift://10.8.30.37:9083</value>
</property>


af://n370

<!-- hiveserver2 -->

<property>
<name>hive.server2.thrift.port</name>
<value>10000</value>

</property>

<property>
<name>hive.server2.thrift.bind.host</name>
<value>10.8.30.37</value>

</property>

</configuration>
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