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“ 1iceberg tree -

; tables /

— logging

— level=error

| — .00001-1-9393b43b-18f0-4d94-a632-7a8b91f80dc5-00000.parquet.crc
| — 00001-1-9393b43b-18f0-4d94-ab632-7a8b91f80dcS5-00000. parguet

— level=info

l — .00000-0-87fa9492-876a-4eb6f-al3a-5ee9a59377c2-00000.parguet . crc
l — Q0000-0-87fa9402-876a-4ebf-al13a-5ee9a59377¢2-00000. parquet

b level=warn

— .00002-2-4729e2a2-c9be-4986-ab4b-e25f7bd991ab-00000 . parquet . crc
— Q0002-2-4729%e2a2-c9be-4986-abd4b-e25f7bd991ab-00008. parquet
l— metadata

.6080c9%b1-5a0a-4ecf-91bf-9ddbfd381751-md.avro.crc
.Snap-6386344405422498107-1-6080¢9b1-5a0a-4ecf-91bf-9ddbfd381751.avro.crc Manifest File
.vl.metadata.json.crc

.vZ.metadata.json.crc

.version-hint.text.crc

6080c9bl-5a0@a-4ecf-91bf-9ddbfd381751-m@.avro Snapshot
snap-6386344405422498107-1-6080c9b1-500a-4ecf-91bf-9ddbfd381751.avro

vl.metadata. 150N ——p.

vZ.metadata. json
version-hint.text ——————; QCOn+

[TTTTTTTTT




Flink + Iceberg ZHiigS



) |CEBERG{j) =mmmmm) |[CEBERG{) =) ICEBERG{P



E é Spark Q

ICEBERG P ICEBERG P




A 4

— R
1 =

DATA WAREHQUSE

v




A 4

v




ICEBERG“



ICEBERG“



Apache Flink#ill{fa]&Ep¢Apache Iceberg ?



CREATE TABLE employee (
id INT,

Flink SQL name STRING,

locations MAP<STRING, ROW<posX BIGINT, posY BIGINT>>

TableSchema employee = TableSchema.builder ()

.field("id", DataTypes.INT())

.field("name", DataTypes.STRING())

.field("locations",

DataTypes.MAP(
o DataTypes.STRING(),
Fllnk Table API DataTypes.ROW(

DataTypes.FIELD("posX", DataTypes.BIGINT()),
DataTypes.FIELD("posY", DataTypes.BIGINT())

Schema employee = new Schema(

NestedField.required(1, "id", IntegerType.get()),

NestedField.optional(2, "name", StringType.get()),

NestedField.optional(3, "locations", MapType.ofOptional(4, 5,

StringType.get(),
Icebe r'g API StructType.of(

NestedField.required(6, "posX", LongType.get(), "X field"),
NestedField.required(7, "posY", LongType.get(), "Y field"))




Iceberg Table DataType

TIME Flinksz#millseond, Icebergszimicroseond, FlinkiElceberg#GEiSaEiT

TIMESTAMP Flinksz#&millseond, lcebergsz#Fmicroseond, FlinkisElcebergEiBIGaELRT

TIMESTAMP Flinksz#millseond, Icebergszimicroseond, FlinkiElceberg#uEiSaEkiT
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TableSchema employee = TableSchema.builder ()
.field("id", DataTypes.INT())
.field("name", DataTypes.STRING())
.field("locations",

DataTypes.MAP(
DataTypes.STRING(),

DataTypes.ROW(
DataTypes.FIELD("posX", DataTypes.BIGINT()),
DataTypes.FIELD("posY", DataTypes.BIGINT())
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IcebergStreamWriter

IcebergStreamWriter IcebergStreamWriter

a store the manifest path in state backend.

e manifests

IcebergFilesCommitter

i Iceberg Metastore

Temp
Partition-1 Partition-2 Manifest




CREATE CATALOG hive_catalog WITH (
'type'="iceberg’,
‘catalog-type'="hive’,
‘uri'="thrift://localhost:9083",

gIZHIVE CATALOG ‘clients'='5",

property-version'="'1",
‘'warehouse'="hdfs://nn:8020/warehouse/path’
);
USE CATALOG hive_catalog;

CREATE DATABASE iceberg_db;
|
ﬁ]EDatabase USE iceberg_db;

CREATE TABLE sample (
id BIGINT COMMENT 'unique id',
data STRING

)PARTITIONED BY (data);

giEESamplezk

INSERT INTO sample
SELECT id, data from kafka_table;

iEZISampleE
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